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Introduction to StorageGRID
StorageGRID is a software-defined, object-based storage platform that provides intelligent policydriven data management.
StorageGRID stores and manages unstructured data at scale to provide secure, durable object storage.
Content is placed in the right location, at the right time, and on the right storage tier, optimizing
workflows and reducing costs for globally distributed rich media.
StorageGRID is composed of globally distributed, redundant, heterogenous nodes, which collectively
support file and object protocols, allowing integration with both existing and next-generation client
applications.

Advantages of the StorageGRID system include the following:
•

Massively scalable and easy-to-use global data repository for unstructured data.

•

Standard object storage protocols:

•

◦

Amazon Web Services Simple Storage Service (AWS S3)

◦

OpenStack Swift

File system storage protocols (requires the StorageGRID NAS Bridge virtual appliance):
◦

Network File System (NFS)

◦

Server Message Block (SMB)
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•

Hybrid cloud enabled. Policy-based management stores objects to public clouds, such as Amazon
Web Services (AWS). StorageGRID platform services enable content replication, event
notification, and metadata searching on public clouds.

•

Flexible data protection to ensure durability and availability. Data can be protected using
replication and layered erasure coding. At-rest and in-flight data verification ensures integrity for
long term retention. Tape and S3-compatible public cloud are available as an integrated storage
tier.

•

Software-defined deployment across heterogeneous hardware. You can choose to deploy on:
◦

Engineered hardware appliances built on NetApp E-Series.

◦

Software-defined nodes using virtual machines running in VMware.

◦

Software-defined nodes using Docker containers running in third-party operating systems.

•

Dynamic data lifecycle management policy to control storage cost. Administrators can create
rules that manage data lifecycle at the object level, and customize data locality, durability,
performance, cost and retention time.

•

Compliance with regulatory requirements. Designed to meet the requirements of the Securities
and Exchange Commission (SEC) Rule 17a-4(f).

•

Non-disruptive upgrade and operations. Maintain access to content during upgrades, expansion,
decommission, and maintenance procedures.

•

Federated identity management. Integrates with Active Directory, OpenLDAP, or Oracle
Directory Service for user authentication. Supports single sign-on (SSO) using the Security
Assertion Markup Language 2.0 (SAML 2.0) standard to exchange authentication and
authorization data between StorageGRID and Active Directory Federation Services (AD FS).

Related concepts

Hybrid clouds with StorageGRID on page 5
Related information

Implementing S3 client applications
Implementing Swift client applications
Administering NAS Bridge

Hybrid clouds with StorageGRID
You can use StorageGRID in a hybrid cloud configuration by using policy-driven data management
to store objects in Cloud Storage Pools, by leveraging StorageGRID platform services, or by moving
data to StorageGRID with FabricPool or NetApp Saas Pool.
Cloud Storage Pools
Cloud Storage Pools allow you to store objects outside of the StorageGRID system. For example, you
might want to move infrequently accessed objects to low-cost Amazon Glacier storage, or you might
want to free up on-premise storage by storing older versions of objects externally.
S3 platform services
Platform services give you the ability to use remote services as endpoints for object replication, event
notifications, or search integration. Platform services operate independently of the grid's ILM rules,
and are enabled for individual S3 buckets. The following services are supported:
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•

CloudMirror replication automatically mirrors specified objects to a target S3 bucket, which can
be on AWS S3 or a second StorageGRID system.

•

Event notifications sends messages about specified actions to an external endpoint that supports
receiving Simple Notification Service (SNS) events.

•

The search integration service sends object metadata to an external Elasticsearch index, allowing
metadata to be searched, visualized, and analyzed using third party tools.

For example, you might use CloudMirror replication to mirror specific customer records into
Amazon Web Services S3 and then leverage AWS services to perform analytics on your data.
ONTAP data tiering with StorageGRID
You can reduce the cost of ONTAP storage by tiering data to StorageGRID using FabricPool.
FabricPool is a NetApp Data Fabric technology that enables automated tiering of data to low-cost
object storage tiers, either on or off premises.
Unlike manual tiering solutions, FabricPool reduces total cost of ownership by automating the tiering
of data to lower the cost of storage. It delivers the benefits of cloud economics by tiering to public
and private clouds including StorageGRID.
For information, see the ONTAP Disks and Aggregates Power Guide.
Cloud backup with StorageGRID
NetApp SaaS Backup (formerly “NetApp Cloud Control”) is a secure, web-based, software-as-aservice (SaaS) offering that backs up your Microsoft Office 365 data to your StorageGRID cloud.
Related information

Administering StorageGRID
Using tenant accounts
ONTAP 9 Disks and Aggregates Power Guide
NetApp Documentation: NetApp SaaS Backup for Office 365
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System architecture
The basic building block of a StorageGRID system is the grid node. Nodes contain services, which
are software modules that provide a set of capabilities to a grid node. The values and statuses for all
the functions of the StorageGRID system are reported through attributes.
Grid nodes
The StorageGRID system uses four types of grid nodes:
•

Admin Nodes provide management services such as system configuration, monitoring, and
logging. Each grid has one primary Admin Node and might have any number of additional Admin
Nodes for redundancy.

•

Storage Nodes manage object data and metadata storage, including data protection.

•

API Gateway Nodes (optional) provide a load balancing interface to the StorageGRID system
through which applications can connect to the system. Alternatively, a third-party HTTP load
balancer can be used.

•

Archive Nodes (optional) provide an interface through which object data can be archived to tape.

This diagram shows how grid nodes are arranged within a StorageGRID system:

Services
Each type of grid node provides specialized capabilities by running different software services.
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Node Type

Key Function

Related Service

Admin Node

Tracks system activity.

Audit Management System (AMS).

Manages system-wide configuration.
Primary Admin Node only.

Configuration Management Node
(CMN).

Powers the web-based Grid Manager
administration interface.

Network Management System
(NMS).

Processes RESTful management API
requests.

Grid Management API and Tenant
Management API.

Collects and stores metrics.

Prometheus.

Maintains topology and
authentication information.

Administrative Domain Controller
(ADC). Three per site.

Monitors object metadata storage.

Distributed Data Store (DDS).

Processes object storage protocol
requests and manages object data on
disk.

Local Distribution Router (LDR).

Integrates with external clouds to
support Platform Services.

Replicated State Machine (RSM).
Three per site.

Federates user identities from LDAP
and Active Directory.

Identity Service (idnt). Three per site.

Stores and protects object metadata.

Cassandra.

Manages tenant accounts.

Account Service (acct). Three per
site.

Integrates with OpenStack Keystone
for authentication.

Keystone Service (kstn). Three per
site.

Moves data to cloud endpoints.

Data Mover Service (dmv).

API Gateway
Node

Balances client connections to
Storage Nodes.

Connection Load Balancer (CLB).

Archive Node

Communicates with external tape
storage systems.

Archive (ARC).

All nodes

Monitors the operating system and
underlying hardware.

Server Status Monitor (SSM).

Storage Node

Attributes
Attributes report values and statuses for all of the functions of the StorageGRID system. You can use
attribute values and statuses to monitor the StorageGRID system. The following example shows
some of the attributes that are tracked for the objects on a Storage Node.
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Attribute values
Attributes are reported on a best-effort basis and are approximately correct. Attribute updates can be
lost under some circumstances, such as the crash of a service or the failure and rebuild of a grid node.
For example, if an LDR service crashes after it has registered the ingest of a number of objects, but
before it has committed the updated attribute value to disk, any attribute updates since the last
commit are lost.
Propagation delays might slow the reporting of attributes within the StorageGRID system. Updated
values for most attributes are sent to the StorageGRID system at fixed intervals. For this reason, it
can take several minutes before an update is visible in the system, and two attributes that change
more or less simultaneously can be reported at slightly different times.
Attribute values are available at the deployment, data center site, and grid node. Attributes at the
deployment and data center site provide a convenient synopsis of information for multiple grid nodes.
Related information

Administering StorageGRID
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Deployment topologies
The StorageGRID system can be deployed to a single data center site or to multiple data center sites.
Single data center site
In a single data center (DC) site deployment, the infrastructure and operations of the StorageGRID
system are centralized in a single site.

Multiple data center sites
In a multiple data center site deployment, the infrastructure of the StorageGRID system can be
asymmetrical across data center sites and proportional to the needs of each data center site. Typically,
data center sites are located in geographically different locations across different failure domains,
such as an earthquake fault line or flood plain. Data sharing and disaster recovery are achieved by
automated distribution of data to other sites.
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Network topologies
The StorageGRID system supports up to three network interfaces per grid node, allowing you to
configure the networking for each individual grid node to match your security and access
requirements. Subnets are available on each network for access restriction and protection of network
segments.
Each grid node has multiple Ethernet ports available, and each port can access a separate network if
configured. Depending on the node configuration, these ports can be hardware ports or virtual ports.
When you configure the grid, you can use these interfaces to create additional separate networks to
connect to your grid nodes. These separate networks serve different functions:
•

Grid Network: Required. You must configure a Grid Network for all internal StorageGRID
traffic. All grid nodes are on the Grid Network, and they must be able to talk to all other nodes. If
the Grid Network is the only network you are using, it must be globally routable.

•

Admin Network: Optional. In addition to the required Grid Network, you can configure a
separate Admin Network as a closed network to use for maintenance and administration. This
allows you to have a private network that is not routable between sites, while allowing your Grid
Network to remain separate and routable.

•

Client Network: Optional. In addition to the required Grid Network, you can configure an open
network called a Client Network to allow S3 and Swift clients to access the grid. This network
models open networks where grid nodes can communicate to any subnet reachable through the
local gateway. Using a Client Network, you can configure a Grid Network that is private and not
globally routable, while using an open network for client access. If a Client Network is
configured, the Client Network gateway becomes the node default gateway when you complete
the grid configuration steps.

Unless specifically documented, all ports are accessible from all networks. For example, S3
connections can be made over a Storage Node's Admin Network.
Attention: Each type of network must be on a different subnet with no overlap.

On each node, each network maps to a specific network interface.
Network

Interface

Grid Network (required)

eth0

Admin Network (optional)

eth1

Client Network (optional)

eth2

When you configure a network, you must establish the following for each interface on each grid
node:
•

IP address

•

Subnet mask

•

Gateway IP address

You can only configure one IP address/mask/gateway combination for each of the three networks on
each grid node. Gateways are optional and can be left unconfigured for non-routed networks.
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Network topology examples
In addition to the required Grid Network, you can choose whether to configure Admin and Client
Network interfaces when designing the network topology for a single or multi-site deployment.
Keep in mind that all ports are accessible from all network types. For example, S3 connections can be
made over a Storage Node's Admin Network. This flexibility provides multiple options for designing
a StorageGRID deployment and setting up external IP and port filtering in switches and firewalls.
Grid Network topology
When you configure the Grid Network, you establish the host IP address, subnet mask, and Gateway
IP address for the eth0 interface for each grid node. During configuration, you create a list of subnets
called the Grid Network Subnet List (GNSL). This list contains the list of subnets in the Grid
Network and the external subnets interfacing to the Grid Network. At installation, the Grid Network
interface auto-generates static routing tables for all subnets in the GNSL and adds a default route if
the Grid Network has a gateway and there is no Client Network.
The simplest network topology is created by configuring the Grid Network only. This topology is
appropriate for single site deployments that are not externally available, and proof-of-concept or test
deployments.

Admin Network topology
When you configure the Admin Network (optional), you establish the host IP address, subnet mask,
and Gateway IP address for the eth1 interface for each grid node. During configuration, you create a
list of subnets called the Admin External Subnet List (A-ESL). This lists the subnets with external
hosts that talk to grid nodes over the Admin Network. At installation of the Admin Network, a static
route is generated automatically for all subnets in the A-ESL.
An example of Admin Network topology is a routable Grid Network and a bounded Admin Network
configured for each node.
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Client Network topology
When you configure the Client Network (optional), you establish the host IP address, subnet mask,
and Gateway IP address for the eth2 interface for every grid node connecting to the Client Network.
If a node has a Client Network configured, the default route for that node changes during
StorageGRID installation. Specifically, the default route ceases to use the Grid Network gateway and
instead uses the Client Network gateway.
You can configure a network topology consisting of a private (non-routed) Grid Network and an open
Client Network configured for all other connectivity.

You can configure all three networks into a network topology consisting of a private (non-routed)
Grid Network, bounded site-specific Admin Networks, and open Client Networks. Options for load
balancing and client traffic segregation can be implemented, such as using a third-party load balancer.
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Data management
As you begin working with the StorageGRID system, it is helpful to understand how the
StorageGRID system manages data.
Some key concepts to understand are:
•

What an object is

•

Protecting object data from loss

•

What information lifecycle management is

•

The life of an object

What an object is
With object storage, the unit of storage is an object, rather than a file or a block. Unlike the tree-like
hierarchy of a file system or block storage, object storage organizes data in a flat, unstructured layout.
Object storage decouples the physical location of the data that is stored from the method of storing
and retrieving it.
Each object in an object-based storage system has two parts: object data and object metadata.

Object data
Object data might be anything; for example, a photograph, a movie, or a medical record.
Object metadata
Object metadata is information describing the object data. Object metadata includes a bucket/
container and key, which together uniquely identify the object. Metadata also might include such
information as last access time, modification time, and storage location. The metadata is
customizable and expandable, making it flexible for applications to use.

What information lifecycle management is
Information lifecycle management is a set of rules organized into a policy. The rules determine how
an object’s data is protected from loss over time.
Information lifecycle management is implemented through an ILM policy that is made up of ILM
rules. Every object ingested into the system is evaluated against the ILM rules in the active ILM
policy. ILM rules look at an object’s metadata to filter objects and determine what actions to take in
storing and copying the object’s data.
ILM rules define:
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•

The location of object data

•

The type of storage used

•

The type of loss protection applied to an object’s data, either replication or erasure coding

•

The number of copies made

•

The changes over time to an object's location, storage, and loss protection

The following figure shows an ILM policy whose ILM rule determines the following:
1. When an object is ingested (day zero):
•

Two replicated copies are stored at Site 1 on disk (Storage Nodes), providing local network
latency access to this data.

•

One erasure-coded copy is distributed among Sites 1 through 3 on disk (Storage Nodes),
providing storage-efficient protection against site failure.

2. At the end of Day 14, the two replicated copies on disk at Site 1 are deleted.
For example, some users might only require local network latency access to the data for the first
14 days.

For details about configuring ILM rules and policies, see the instructions for administering
StorageGRID.
Related information

Administering StorageGRID

Protecting object data from loss
The StorageGRID system provides you with two mechanisms to protect object data from loss:
replication and erasure coding.
Replication
When StorageGRID matches objects to an ILM rule that is configured to create replicated copies, the
system creates exact copies of object data and stores them on different Storage Nodes or Archive
Nodes. ILM rules dictate the number of copies made, where those copies are stored, and for how long
they are retained by the system. If a copy is lost as a result of a Storage Node loss, the object is still
available if a copy of it exists elsewhere in the StorageGRID system.
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Erasure coding
When StorageGRID matches objects to an ILM rule that is configured to create erasure-coded copies,
it slices object data into data fragments, computes additional parity fragments, and stores each
fragment on a different Storage Node. When an object is accessed, it is reassembled using the stored
fragments. If a data or a parity fragment becomes corrupt or lost, the erasure coding algorithm can
recreate that fragment using a subset of the remaining data and parity fragments. ILM rules and
erasure coding profiles determine the erasure coding scheme used.

The life of an object
An object's life consists of various stages. The stages represent the operations that occur with the
object. Information lifecycle management (ILM) rules affect how objects are managed over time and
protected from loss.
The life of an object includes the operations of ingest, retrieve, delete, and archive.
•

Ingest: The process of a client application saving an object over HTTP to the StorageGRID
system. At this stage, the StorageGRID system begins to manage the object.

•

Retrieve: The process of a client application accessing an object stored by the StorageGRID
system. The client reads the object, which is retrieved from a Storage Node or Archive Node over
HTTP.

•

Delete: The process of the client application sending a delete request to the StorageGRID system,
which in turn sends an HTTP removal command to all object locations.

•

Archive: If a rule in the active ILM policy requires archival, a copy of the object data is made and
saved to the archival storage system.

Related concepts

What information lifecycle management is on page 16
Related information

Administering StorageGRID

Ingest data flow
An ingest, or save, operation consists of a defined data flow between the client and the StorageGRID
system. The system uses attributes to track the ingestion of the object and the available storage space.
Data flow
When a client saves an object to the StorageGRID system, the Storage Node processes the request
and stores the metadata and data to disk.
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1. The client application creates the object and sends it to the StorageGRID system through an
HTTP PUT request.
2. The LDR service saves the object data as a replicated copy to disk.
3. The LDR service sends the object metadata to a DDS service.
4. The DDS service saves the object metadata to disk.
5. The DDS service propagates copies of object metadata to other DDS services via the metadata
store. These copies are also saved to disk.
6. The LDR service returns an HTTP 200 OK response to the client to acknowledge that the object
has been ingested.
7. The object is then evaluated against the system's ILM policy.
Ingest related attributes
The table shows the primary attributes used to track the ingest of an object to the StorageGRID
system:
Component

Attribute changes

Nodes > Storage

Object Data: The amount of replicated object data stored on the
object store increases by an amount roughly equivalent to the
newly ingested object's size. Object data may be initially stored as
two replicated copies from dual commit, resulting in twice the
space used.

Nodes > Storage Node >
Objects

Total Objects: The total number of S3 and Swift data objects
known by this grid node increases by one.

Object data management
Object data is managed through the active ILM policy and its ILM rules. Through ILM rules, object
data is protected from loss through replicated and erasure coded copies.
Object metadata is managed by the DDS service.
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Content protection: replication
Following ingest, if an ILM rule’s Content Placement instructions are configured to make replicated
copies of object data, copies are made and stored to disk through the LDR services of Storage Nodes
that make up the configured storage pool.
Data flow
The ILM engine in the LDR controls replication and ensures that the correct number of copies are
stored in the correct locations and for the correct amount of time.

1. The ILM engine queries the ADC service to determine the best destination LDR service within
the storage pool as defined by the ILM policy, and sends that LDR service a command to initiate
replication.
2. The destination LDR service queries the ADC service for the best source location and sends a
replication request to the source LDR service.
3. The source LDR service sends a copy to the destination LDR service.
4. The destination LDR service notifies the ILM engine that the object data has been stored.
5. The ILM engine updates the DDS service with object location metadata.
Replication related attributes
The table shows the primary attributes used to track a replicated object:
Component

Attribute changes

Nodes > Storage Node >
ILM

Evaluations: The total number of ILM evaluations that have been
performed to date increases by one.

Nodes > Storage

Object Data: The amount of replicated object data stored on the
object store increases by an amount roughly equivalent to the
object's size in order to store an additional replicated copy.
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Content protection: Cloud Storage Pool
Following ingest, if an ILM rule’s Content Placement instructions are configured to store a replicated
copy of object data on a Cloud Storage Pool, object data is moved to the external S3 bucket that was
specified for the Cloud Storage Pool.
Data flow
The ILM engine and the Data Mover service control the movement of objects to the Cloud Storage
Pool.

1. The ILM engine selects a Data Mover service to replicate to the Cloud Storage Pool.
2. The Data Mover service sends the object data to the Cloud Storage Pool.
3. The Data Mover service notifies the ILM engine that the object data has been stored.
4. The ILM engine updates the DDS service with object location metadata.
Replication related attributes
The table shows the primary attributes used to track a Cloud Storage Pool object:
Component

Attribute changes

Nodes > Storage Node >
ILM

Evaluations: The total number of ILM evaluations that have been
performed to date increases by one.

Content protection: erasure coding
Following ingest, if an ILM rule includes instructions to make erasure coded copies of object data,
the applicable erasure coding scheme breaks object data into data and parity fragments and
distributes these fragments across the configured storage pool's Storage Nodes.
Data flow
The ILM engine, which is a component of the LDR, controls erasure coding and ensures that the
Erasure Coding profile is applied to object data.
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1. The ILM engine queries the ADC service to determine which DDS service can best perform the
erasure coding operation. Once determined, the ILM engine sends an "initiate" request to that
service.
2. The DDS service instructs an LDR to erasure code the object data.
3. The source LDR service sends a copy to the LDR service selected for erasure coding.
4. Once broken into the appropriate number of parity and data fragments, the LDR service
distributes these fragments across the Storage Nodes (LDR services) that make up the Erasure
Coding profile’s storage pool.
5. The LDR service notifies the ILM engine, confirming that object data is successfully distributed.
6. The ILM engine updates the DDS service with object location metadata.
Erasure coding related attributes
The table shows the primary attributes used to track an erasure coded object:
Component

Attribute changes

Nodes > Storage Node >
ILM

Evaluations: The total number of ILM evaluations that have been
performed to date increases by one.

Nodes > Storage

Object Data: The size of erasure coded fragments stored on the
object store increases by an amount roughly equivalent to the
object's size plus the erasure coding overhead.

Retrieve data flow
A retrieve operation consists of a defined data flow between the StorageGRID system and the client.
The system uses attributes to track the retrieval of the object from a Storage Node or, if necessary,
from an Archive Node.
The Storage Node's LDR service queries the DDS service for the location of the object data and
retrieves it from the source LDR service. Preferentially, retrieval is from disk. When there is no
higher grade copy accessible, the retrieval request is directed to the Archive Node.
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1. The LDR service receives a retrieval request from the client application.
2. The LDR service queries the DDS service for the object data location and metadata.
3. LDR service forwards the retrieval request to the source LDR service.
4. The source LDR service returns the object data and metadata from the queried LDR service and
the system returns the object to the client application.

Delete data flow
A delete operation consists of a defined data flow between the StorageGRID system and the client.
The system uses attributes to track the deletion of the object from all of its locations within the
system.
When a client triggers a delete, all copies of an object are removed from the system.

1. The LDR service receives a delete command from the client application.
2. The LDR service forwards the delete request to the DDS service, which instructs the ILM engine
to remove all copies of object data.
3. The object is removed from the system and is no longer known by the client.
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Archive data flow
An archive operation consists of a defined data flow between the StorageGRID system and the client.
The system uses attributes to track the archival of the object to and from the appropriate storage
media.
If the ILM policy requires that a copy of object data be archived, the ILM engine, which is a
component of the LDR, sends a request to the Archive Node, which in turn sends a copy of the object
data to the targeted archival storage system.

1. The ILM engine sends a request to the ARC service to store a copy on archive media.
2. The ARC service queries the ADC service for the best source location and sends a request to the
source LDR service.
3. The ARC service retrieves object data from the LDR service.
4. The ARC service sends the object data to the archive media destination.
5. The archive media notifies the ARC service that the object data has been stored.
6. The ARC service notifies the ILM engine that the object data has been stored.
7. The ILM engine sends object location metadata to the DDS service.
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Additional features
The StorageGRID system provides options for controlling access to storage and to system
administration functions. It also provides options for keeping NetApp technical support involved in
monitoring the health of the system.

Controlling storage and system access
Using storage tenant accounts, you can specify who can store and retrieve objects. Using
administration user accounts and groups, you control access to the features and functionality of the
StorageGRID system.
Controlling storage access
A tenant account allows you to specify who can use your StorageGRID system to store and retrieve
objects, and which functionality is available to them. Tenant accounts allow client applications that
use the Simple Storage Service (S3) REST API or the Swift REST API to store and retrieve objects
on StorageGRID. Each tenant account supports the use of a single protocol, which you specify when
you create the account.
You create, edit, or delete tenant accounts using the Grid Manager. After a tenant account is created,
tenant users can access the Tenant Manager to perform tasks such as the following:
•

Managing system access by setting up identity federation or creating local groups and users

•

Monitoring storage usage

•

Creating and managing S3 buckets and managing S3 access keys

•

Using S3 platform services

Controlling system access
You determine who can access the Grid Manager, Tenant Manager, the Grid Management API, and
the Tenant Management API by importing groups and users from an identity federation service or by
setting up local groups and local users.
You determine which StorageGRID tasks users can perform by assigning permissions to each group.
Users must belong to a group to be granted access to the system. For example, you might want users
in one admin group to be able to manage ILM rules and users in another admin group to perform
maintenance tasks.
Optionally, you can enable single sign-on (SSO) for your entire StorageGRID if you want all
StorageGRID users to be authenticated by an external identity provider such as Active Directory
Federation Services.
Related information

Administering StorageGRID
Using tenant accounts
Implementing S3 client applications
Implementing Swift client applications
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What AutoSupport is
AutoSupport enables technical support to proactively monitor the health of your StorageGRID
system.
You can use any combination of the following choices to send AutoSupport messages to technical
support:
•

Weekly: Automatically send AutoSupport messages once per week (default setting: Enabled)

•

User-triggered: Manually send AutoSupport messages at any time

•

Event-triggered: Automatically send AutoSupport messages when significant system events
occur (default setting: Enabled)

You can choose from three protocols for sending AutoSupport messages: HTTPS, HTTP, and SMTP.
By analyzing AutoSupport information, technical support can help you determine the health and
status of your StorageGRID system and troubleshoot any problems that might occur. Technical
support can also monitor the storage needs of the system and help you determine if you need to add
new nodes or sites.
Related information

Administering StorageGRID

Optional system configuration settings
The StorageGRID system includes a number of options that affect how the system operates.
This table lists the key options that might be deployed with a StorageGRID system.
Option

Description

Compression

Compresses object data, reducing object data size by roughly 50%
for content that is not already in a compressed format.

Deletion protection

Prevents clients from deleting objects from the StorageGRID
system.

Encryption

Enables encrypted storage of all ingested object data. Content is
encrypted during ingest, and object data is stored in an encrypted
form. If a server’s object store is compromised, object data cannot
be retrieved in a readable form.
After encryption has been enabled, you cannot disable it.
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Option

Description

HTTP

Enables the use of HTTP communications between S3 and Swift
clients and StorageGRID in addition to HTTPS communications.
For example, you might use HTTP when testing a new S3
application.

See the instructions for administering StorageGRID.
Related information

Administering StorageGRID

Recovery Package and system configuration information
The Recovery Package is a downloadable zip file that allows you to recover the primary Admin
Node of your StorageGRID system.
The Recovery Package contains deployment-specific files and software needed to install, expand,
upgrade, and maintain a StorageGRID system. The package also contains system-specific
configuration and integration information, including server hostnames and IP addresses, and highly
confidential passwords needed during system maintenance, upgrade, and expansion. When installing
a StorageGRID system, you are required to download the Recovery Package file (.zip) and to
confirm that you can successfully access the contents of this file. You should also download the file
each time the grid topology of the StorageGRID system changes because of maintenance or upgrade
procedures.
After downloading the Recovery Package file and confirming you can extract the contents, copy the
Recovery Package file to two safe, secure, and separate locations.
Attention: The Recovery Package file must be secured because it contains encryption keys and

passwords that can be used to obtain data from the StorageGRID system.
Attention: The Recovery Package file is also required to recover from the failure of the primary
Admin Node.
Related information

Administering StorageGRID
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Exploring the Grid Manager
The Grid Manager is the browser-based graphical interface that allows you to configure, manage, and
monitor your StorageGRID system.
When you sign in to the Grid Manager, you are connecting to an Admin Node. Each StorageGRID
system includes one primary Admin Node and any number of non-primary Admin Nodes. You can
connect to any Admin Node, and each Admin Node displays a similar view of the StorageGRID
system.
You can access the Grid Manager using a supported web browser.

Web browser requirements
You must use a supported web browser.
Web browser

Minimum supported version

Google Chrome

70

Microsoft Internet Explorer

11 (Native Mode)

Mozilla Firefox

63

You should set the browser window to a recommended width.
Browser width

Pixels

Minimum

1024

Optimum

1280

Overview of Grid Manager options
You can use the Grid Manager to view alarms and metrics; create tenant accounts; manage ILM
policies and rules; configure grid nodes and services; perform maintenance; and view the grid
topology, event logs, and AutoSupport settings.
The top menu bar of the Grid Manager includes the following options for configuring StorageGRID.

Dashboard
The Dashboard option in the Grid Manager provides an overview of the system.
When you first access the Grid Manager, you see the Dashboard, which provides a synopsis of the
health and status of your StorageGRID system.
The Dashboard and other pages provide links to more detailed information. Click the question mark
icons
to display tooltips that contain explanations and help.
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Related information

Administering StorageGRID

Alarms menu
The Alarms option allows you to view active alarms and link to the service associated with each
alarm.

Related information

Administering StorageGRID
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Nodes menu
The Nodes option allows you to view metrics for the entire grid, for each site in the grid, and for each
node at a site.
The Nodes home page displays a summary of the metrics for the entire grid. The links on the left
provide access to information for a particular site or node.

Related information

Administering StorageGRID

Tenants menu
The Tenants option allows grid administrators to create storage tenant accounts.

Each tenant account uses either the S3 client protocol or the Swift client protocol. You must create at
least one tenant account for each client protocol (Swift or S3) that will be used to store objects on
your StorageGRID system. If you want to use both the Swift client protocol and the S3 client
protocol to store and retrieve objects, you must create at least two tenant accounts: one for Swift
containers and objects and one for S3 buckets and objects.
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Optionally, you can create additional tenant accounts if you want to segregate the objects stored on
your system by different entities. Each tenant account has its own federated or local groups and users,
and its own containers (buckets for S3) and objects.
Related information

Administering StorageGRID
Using tenant accounts

ILM menu
The ILM option allows you to configure information lifecycle management (ILM) rules and policies
that govern data durability and availability. You can also enter an object identifier to view the
metadata for that object.

Related information

Administering StorageGRID

Configuration menu
The Configuration option allows you to specify system-wide options, monitoring options, and access
control options.

Related information

Administering StorageGRID
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Maintenance menu
The Maintenance option allows you to perform expansion, decommissioning, and recovery tasks.
You can also edit information about DNS and NTP servers, review licensing, apply hotfixes, perform
software upgrades, collect log files, and generate a Recovery Package.

Related information

Expanding a StorageGRID system
Recovery and maintenance
Upgrading StorageGRID

Support menu
The Support option allows you to view detailed information about grid nodes, services, and
attributes; review event logging; and enable AutoSupport.

Related information

Administering StorageGRID

Help menu
The Help option provides access to the API documentation and to a pop-up that displays the version
of StorageGRID currently installed.
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Related information

Administering StorageGRID
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How to send comments about documentation and
receive update notifications
You can help us to improve the quality of our documentation by sending us your feedback. You can
receive automatic notification when production-level (GA/FCS) documentation is initially released or
important changes are made to existing production-level documents.
If you have suggestions for improving this document, send us your comments by email.

doccomments@netapp.com
To help us direct your comments to the correct division, include in the subject line the product name,
version, and operating system.
If you want to be notified automatically when production-level documentation is released or
important changes are made to existing production-level documents, follow Twitter account
@NetAppDoc.
You can also contact us in the following ways:
•

NetApp, Inc., 1395 Crossman Ave., Sunnyvale, CA 94089 U.S.

•

Telephone: +1 (408) 822-6000

•

Fax: +1 (408) 822-4501

•

Support telephone: +1 (888) 463-8277

